
Kairos Tokenizer

bytes + modality id

Kairos
Embedding

1

Pyramidal Codec
one encoder per scale

2

scale 0 scale 1

scale 2 scale 3

reshape per scale, not pooling;
each modality uses only the scales it needs

KairosBackbone
one stack per scale

AttnRes: mix of embedding + prior block sums

KairosBlock x n layers

LiZAttention2: h + Attn(norm(h))

x + FFN/MoE(norm(x))

bidirectional: SWA + DeltaNet, shared QKVO

Scatter back 2

Codec decode
concat -> norm -> fusion

fusion shares weights with encoder

Output
Head

norm + tied

1

byte stream

predicted, from logits

input example (masked)

input: The capital of
France is █████ .

any modality: text, image, audio, video, ...
one shared byte space

image example (stride 3)

2D image, flattened by tokenizer

row wrap | scale 0 (3) | scale 1 (9)

Streaming cache

conv + DeltaNet state,
carried step to step;
windowed attention
resets every batch

Memory gate

blends recurrent state
across sessions,

between forward calls
(opt-in)

output example (denoised)

output: The capital of
France is Paris .

loss computed on masked
positions only

Pretraining curriculum, same masking mechanism throughout numbered badges: modules that share weights

stage 1 - MAE:
fixed mask rate, plain cross-entropy

stage 2 - transition:
mask rate ramps linearly

stage 3 - diffusion:
t ~ U(0,1), reweighted loss


