Academic PDFs

the user’s corpus

PDF conversion
docling

deterministic

markdown

one file per paper

Metadata extraction

reads the full text

LLM - structured output

Reference extraction

reads bibliography sections

LLM - structured output

source works
title - authors - journal - year
one row per PDF

raw citations
title - authors - journal - year
one row per occurrence

vy

Canonicalization

Pool records

source works + raw citations in one table

v

Fuzzy matching

weighted similarity over
title - authors - journal, within a year window

v

Merge clusters

duplicates collapse into one canonical work;
a citation matching a source becomes that source

deterministic

citation graph

one node per canonical work



